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Abstract. The rapid adoption of Generative Artificial Intelligence (Gen-Al) has generated extensive user reviews,
offering valuable insights into user perceptions. This study aims to classify review sentiment using Random Forest and
Support Vector Machine (SVM), evaluate the impact of SMOTE on class imbalance, and analyze review themes. This
study analyzed 50,000 reviews from five popular Gen-Al applications: ChatGPT, Microsoft Copilot, Google Gemini,
Perplexity, and Claude. The models were evaluated using accuracy, weighted precision, weighted recall, weighted F1-
score, and confusion matrix. The results showed that SVM without SMOTE achieved the highest overall accuracy of
84% and a weighted F1-score of 0.81. However, its F1-score for the neutral class was only 0.06. Applying SMOTE
reduced the overall accuracy of Random Forest from 83% to 81% and SVM from 84% to 76%. Nevertheless, SMOTE
increased the neutral-class F1-score from 0.00 to 0.06 for Random Forest and from 0.06 to 0.20 for SVM. These results
indicate that SMOTE improved minority-class recognition, particularly for SVM, but introduced a trade-off with
overall predictive performance. Ultimately, these findings provide practical insights for improving Gen-Al applications
while also serving as a reference for selecting sentiment classification models in imbalanced multiclass sentiment
analysis.

Purpose: This study aims to classify the sentiment of user reviews on Gen-Al applications using Random Forest and
Support Vector Machine (SVM), evaluate the impact of SMOTE on imbalanced multiclass data, and identify key
review themes influencing user perceptions.

Methods/Study design/approach: A dataset of 50,000 user reviews from five popular Gen-Al applications was
analyzed using text preprocessing, TF-IDF feature extraction, rating-based sentiment labeling, and SMOTE applied to
the training data. Random Forest and SVM were evaluated using accuracy, weighted precision, weighted recall,
weighted F1-score, and confusion matrix.

Result/Findings: SVM without SMOTE achieved the best overall performance, with an accuracy of 84% and a
weighted F1-score of 0.81. Although SMOTE reduced overall accuracy, it improved the neutral-class F1-score from
0.00 to 0.06 for Random Forest and from 0.06 to 0.20 for SVM, demonstrating better recognition of minority-class
samples.

Novelty/Originality/Value: This study provides a comparative evaluation of Random Forest and SVM with and
without SMOTE for multiclass sentiment analysis of Gen-Al user reviews. It also integrates review theme analysis to
identify factors affecting user perceptions, offering practical guidance for selecting classification models and improving
Gen-Al applications.
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INTRODUCTION

Artificial Intelligence (Al) has advanced rapidly in recent years. As one of the key technologies driving
digitalization and digital transformation, Al is expected to play an increasingly important role in the future
[1]. These advancements have enabled Al systems to automate a growing range of tasks that were
previously performed exclusively by humans [2]. One of the most significant developments in Al is the
emergence of Generative Artificial Intelligence (Gen-Al), which has transformed the way people work,
learn, and interact with technology [3]. Unlike conventional Al systems that primarily focus on analysis or
prediction, Gen-Al is capable of generating adaptive and goal-oriented outputs across various content
formats, including text, images, audio, video, and source code [4]. Furthermore, Gen-Al can generate new
content that closely resembles human creativity by learning patterns from large-scale datasets [5][6]. This
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capability has made Gen-Al highly applicable across a wide range of domains, including Natural Language
Processing (NLP), computer vision, education, healthcare, finance, business, and the creative industries [7].
Consequently, Gen-Al has become a transformative technology that continues to drive innovation across
multiple sectors. The rapid advancement of Gen-Al has also led to the emergence of numerous applications
that enable users to interact with intelligent, context-aware, and intuitive natural language-based systems.
Applications such as ChatGPT, Microsoft Copilot, Google Gemini, Perplexity, and Claude are widely used
Gen-Al tools for academic, professional, and everyday activities.

As the popularity of Gen-Al applications continues to grow, the volume of user reviews on digital platforms
such as Google Play Store has increased substantially. These reviews contain diverse opinions, user
experiences, levels of satisfaction, and complaints regarding service quality and application usability.
Collectively, they provide valuable insights into users' emotions and perceptions, offering a reliable basis
for assessing public sentiment toward Gen-Al applications [8][9][10]. User reviews serve as an important
source of information for developers to better understand user needs, expectations, and feedback for
evaluation purposes. The opinions expressed in textual reviews also provide valuable guidance for
continuously improving and refining the quality of Gen-Al applications and their services [11][12]. The
volume of user reviews on Gen-Al applications continues to increase as their adoption becomes more
widespread. The growing amount of review data makes manual analysis increasingly impractical. Such an
approach is time-consuming, difficult to perform comprehensively, and susceptible to subjective
interpretation [13]. These limitations highlight the need for a computational approach capable of
automatically processing and analyzing large volumes of textual data. Natural Language Processing (NLP)
is one of the key technologies for understanding human language and processing large-scale textual data
[14][15]. Sentiment analysis, a prominent NLP technique, is widely used to identify and classify the polarity
of textual data into positive, negative, or neutral sentiment classes. This technique enables the extraction of
subjective information from text by considering the context and underlying meaning of user reviews [16].
Numerous studies have employed machine learning approaches for sentiment analysis because of their
ability to achieve strong classification performance on textual review data. Various algorithms have also
been proposed and compared to identify classification models with optimal predictive performance.

A study by Kurniawan et al. (2025) successfully captured user perceptions using the Naive Bayes algorithm,
providing actionable insights for evaluating and improving the service quality of the GetContact application
[17]. Similarly, Nurhasanah et al. (2026) conducted sentiment analysis on Gen-Al application reviews using
a combination of TF-IDF and the Naive Bayes algorithm, achieving an average accuracy of 82.31%.
However, the model struggled to classify neutral sentiments due to class imbalance [18]. Imanuddin et al.
(2023) conducted a sentiment analysis of Satusehat application reviews using Support Vector Machine
(SVM). The algorithm achieved an accuracy of 91%, demonstrating its effectiveness in classifying user
sentiments [19]. Using Shopee user reviews, Rahman et al. (2024) applied the Random Forest algorithm
with TF-IDF feature extraction, with performance metrics of 94% accuracy, 91% precision, 91% recall,
and 93% F1-score, demonstrating strong classification performance [20]. Pratama et al. (2025) compared
the performance of Random Forest, SVM, and Naive Bayes for sentiment analysis of Apple Vision Pro
user reviews. Random Forest achieved the highest accuracy of 83%, followed by SVM with 80% and Naive
Bayes with 75%. Based on these findings, the authors recommended the adoption of ensemble learning and
data balancing techniques to further improve classification performance [21]. In contrast, Shobil et al.
(2026) evaluated user reviews of the Solar Energy Monitoring App and reported that Random Forest
achieved an accuracy of only 68%, whereas SVM outperformed it with an accuracy of 91% [22].
Meanwhile, Kartika et al. (2026) incorporated TF-IDF, Synthetic Minority Over-sampling Technique
(SMOTE), and N-Gram into sentiment analysis of M-Passport application reviews using the Naive Bayes
algorithm. The results showed that the integration of SMOTE and N-Gram improved the model's ability to
classify the minority class and increased the accuracy from 61% to 77.51% [23]. Similarly, Putra (2025)
combined SMOTE with a stacking ensemble method to address class imbalance in sentiment analysis of
Traveloka hotel reviews. The findings demonstrated that SMOTE effectively balanced the sentiment class
distribution, particularly for the minority class, resulting in more stable predictions and an improved model
accuracy of 88% [24].

Previous studies have shown that Naive Bayes, Random Forest, and SVM are effective for sentiment
analysis and achieve strong classification performance across various datasets. In addition, TF-IDF and
SMOTE have been shown to improve classification performance [25]. However, the effectiveness of these
algorithms may vary depending on the characteristics of the dataset. Although sentiment analysis has been
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successfully applied across various application domains, previous studies have mainly concentrated on user
reviews from public service and e-commerce applications. In contrast, studies investigating user reviews of
multiple Gen-Al chatbot applications remain limited, despite the rapid growth in Gen-Al adoption and the
increasing volume of user reviews that can be utilized to evaluate service quality. Most existing studies
have also focused primarily on comparing classification algorithms without addressing the issue of class
imbalance. Furthermore, studies that specifically compare the performance of Random Forest and SVM
with the application of SMOTE on user reviews from multiple Gen-Al applications remain scarce.
Accordingly, the objective is to classify user reviews from various Gen-Al applications into three sentiment
categories while addressing class imbalance.

The novelty of this study lies in its comparative sentiment analysis by evaluating the performance of
Random Forest and SVM on user reviews of multiple Gen-Al applications while addressing potential class
imbalance through the application of SMOTE prior to the classification process. In addition, this study
presents a descriptive analysis of sentiment distribution across applications and review themes to identify
the aspects that receive the most user complaints and appreciation. The study uses user reviews of Gen-Al
applications that reflect users' perceptions of Gen-Al technology across widely used applications, including
ChatGPT, Gemini, Claude, Copilot, and Perplexity. The dataset was obtained from the public Kaggle
dataset entitled "The Generative Al Ecosystem: 50K User Reviews 2026", which contains 50,000 user
reviews. The data were processed through text preprocessing, rating-based labeling, feature extraction, class
imbalance handling using SMOTE, and sentiment classification using Random Forest and SVM. The
findings are expected to provide insights into user perceptions of Gen-Al technology and serve as a
reference for selecting effective sentiment classification methods within this domain.

METHODS

This study was conducted through a series of systematic stages to produce accurate sentiment analysis
results. The process begins with collecting a dataset of Gen-Al application user reviews from Kaggle. The
collected data then underwent data selection and cleaning, text preprocessing, sentiment labeling, train-test
splitting, and TF-IDF feature extraction, which was performed exclusively on the training data. Two
experimental scenarios were conducted: training data with SMOTE for class imbalance handling and
training data without SMOTE. In each scenario, sentiment classification was performed using Random
Forest and SVM, followed by performance evaluation using accuracy, weighted precision, weighted recall,
weighted F1-score, and confusion matrix. Figure 1 presents the overall research workflow.
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Figure 1. Research Flow

All research procedures were implemented in Python using the Google Colaboratory platform. Several
libraries were utilized, including pandas for data manipulation, NLTK (Natural Language Toolkit) for text
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preprocessing, and scikit-learn for TF-IDF feature extraction, sentiment classification, and SMOTE
implementation. In addition, Matplotlib and Seaborn were used for data visualization, including heatmap
generation for the descriptive analysis.

Dataset

This study uses a publicly available dataset obtained from Kaggle entitled "The Generative Al Ecosystem:
50K User Reviews 2026" [26]. A total of 50,000 user reviews from five Gen-Al applications: ChatGPT,
Microsoft Copilot, Google Gemini, Perplexity, and Claude, were collected from the U.S. Google Play Store
in early 2026. The dataset includes several attributes, namely App, Review Date, Star Rating,
Review_Text, Word Count, Review_Length Chars, Thumbs_Up_Count, App_Version,
Sentiment Polarity, and Review Theme. In this study, only Review Text and Star Rating were used.
Review_Text serves as the textual data for sentiment analysis, Star Rating is used for sentiment labeling,
while App and Review Theme attributes are used in the descriptive analysis to examine the distribution of
sentiments across Gen-Al applications and review themes. This dataset was selected because it contains a
relatively large number of user reviews with diverse opinions, making it suitable for evaluating the
classification performance of Random Forest and SVM, particularly before and after addressing class
imbalance using SMOTE. The dataset has also been utilized in previous research on sentiment analysis of
Gen-Al user reviews using a Python-based Naive Bayes algorithm [18].

Data Selection & Cleaning

Ensuring high-quality data through data cleaning is a fundamental part of the Natural Language Processing
(NLP) workflow, as it directly affects model performance and accuracy of NLP models [11]. The dataset
obtained from Kaggle first underwent attribute selection, where only the Review Text and Star Rating
attributes were used for model training and sentiment classification. A duplicate check was then performed,
confirming that the dataset contained no duplicate records. Subsequently, the Review Text attribute was
cleaned by removing unnecessary characters, including punctuation, mentions, emojis, URLs, hashtags,
and excessive whitespace. Numerical characters were also removed to reduce irrelevant token variations
that could affect sentiment classification. This process aims to produce cleaner and more consistent textual
data for the subsequent analysis stages [17][27].

Text Preprocessing

Text preprocessing is a fundamental stage in Natural Language Processing (NLP) that aims to produce
cleaner, more structured textual data for effective machine learning model development [28]. In this study,
text preprocessing was performed sequentially through four main stages: case folding, tokenization,
stopword removal, and lemmatization. In the case folding stage, uppercase letters were transformed into
lowercase to maintain text consistency and standardize word representation. Next, tokenization was
performed by splitting each review into individual words or tokens, allowing each word to be represented
independently. The resulting tokens then underwent stopword removal to eliminate common words that
contributed little to the sentiment classification process [29]. The NLTK stopword list was customized by
retaining negation words, including not, no, nor, never, and neither, to preserve sentiment polarity. The
final stage was lemmatization, which transforms inflected words into their base forms (lemmas) based on
their vocabulary entries and grammatical categories, thereby reducing lexical variations. Lemmatization
was selected because it normalizes words according to linguistic rules while preserving their semantic
meaning more effectively than other normalization techniques [30]. To further improve the lemmatization
process, this study incorporated Part-of-Speech (POS) tagging to identify grammatical categories, such as
nouns, verbs, adjectives, and adverbs, enabling more accurate determination of each word's base form.

Sentiment Labeling

Sentiment labeling assigns sentiment categories to data, allowing machine learning models to classify
sentiment effectively [31]. Sentiment labels were assigned using a rating-based labeling approach based on
the Star Rating attribute provided in the dataset as a practical proxy. This approach was adopted because
user ratings are strongly correlated with the sentiment expressed in textual reviews [32]. Each review was
categorized into one of three sentiment classes according to its rating: negative, neutral, or positive. Based
on the star rating, reviews were classified into three sentiment categories: ratings of 1-2 as negative, 3 as
neutral, and 4-5 as positive. This labeling scheme follows the rating-based labeling approach that has been
widely adopted as the target labeling strategy in sentiment classification studies [33].
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Data Splitting

Data splitting is the process of dividing a dataset into a training set and a testing set prior to model
development [34]. The dataset was partitioned using a stratified train-test split method (stratified random
sampling) with an 80:20 ratio to preserve the proportion of each sentiment class in the training and testing
sets while maintaining class proportions consistent with the original dataset. The 80:20 split was selected
because it provides a balanced allocation of data for model training and performance evaluation [35]. A
random_state value of 42 was used to ensure reproducibility of the data splitting process. Additionally,
stratify=y was used to preserve sentiment class distribution across the training and testing sets.

Feature Extraction

Feature extraction converts textual data into numerical features that can be interpreted by machine learning
algorithms [36]. In this study, the Term Frequency—Inverse Document Frequency (TF-IDF) method was
employed to generate feature vectors by assigning weights to words according to their frequency of
occurrence and their relative importance within the corpus. TF-IDF was selected because it has consistently
demonstrated strong performance in machine learning-based sentiment analysis studies [37]. Term
Frequency (TF) measures the frequency of each word in a document, whereas Inverse Document Frequency
(IDF) emphasizes informative words by decreasing the weights of terms that are common across multiple
documents. Consequently, more representative terms are assigned higher weights during the feature
extraction process. The TF value is calculated using Equation (1).

n(i,j)
TF(,j) = ae——= 1
D= Sentn @
The IDF weighting is defined by Equation (2).
IDF(i) =1 ( LN )+1 2
VERI\TYar® @

In Equation (1), n(i,j) indicates the number of occurrences of term i in document j, while the denominator
represents the total number of terms in document j. In Equation (2), N refers to the total number of
documents in the corpus, and df{i) represents the number of documents containing term i. Based on
Equations (1) and (2), the TF-IDF weight is computed using Equation (3).

TFIDF(i,j) = TF(i,j) x IDF(i) 3)

In this study, TF-IDF features were generated using the TfidfVectorizer class provided by the scikit-learn
library. The parameters were configured as min_df = 5 to reduce noise, max_df = 0.95 to exclude terms
appearing in more than 95% of the documents, and ngram range = (1,1) to extract unigram features. All
remaining parameters were set to their default values. The vocabulary and IDF values were learned
exclusively from the training data using the fit transform() method, while the transform() method was
applied to the testing data. This approach prevents information from the testing set from influencing the
model training process, thereby avoiding data leakage.

SMOTE Data Balancing
Synthetic Minority Over-sampling Technique (SMOTE) is one of the most widely used oversampling
methods for addressing class imbalance. Unlike conventional oversampling techniques that simply
duplicate minority class instances, SMOTE generates new synthetic samples through interpolation based
on the K-Nearest Neighbors (KNN) algorithm [38]. The method selects neighboring samples from the
minority class and generates synthetic instances along the line segments connecting them. As a result, the
generated samples preserve the characteristics of the minority class while introducing greater diversity,
thereby reducing the risk of overfitting [39]. The general formulation of SMOTE is presented in Equation
4).

Xnew = X; + A(xj - xl-) (4)

where X, is defined as the generated synthetic sample, x; represents a minority class sample, and

x; denotes one of the k-nearest neighbors of x; within the minority class. The parameter 4 is a random value
in the range of [0,1] that determines the interpolation position between x; and x;. Two experimental
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scenarios were designed to evaluate the effect of SMOTE on the classification performance. The first
scenario used the original training data without class balancing, whereas the second scenario applied
SMOTE to the training data to obtain a more balanced class distribution. In the second scenario,
oversampling was performed only on the training data after TF-IDF feature extraction, while the testing
data remained unchanged to preserve its original class distribution. SMOTE was implemented using the
imbalanced-learn library with sampling_strategy="auto' to balance the class distribution, k neighbors=5 to
generate synthetic samples based on the five nearest neighbors, and random_state=42 to ensure
reproducibility.

Classification

The classification stage involved training models to categorize Gen-Al user reviews into three sentiment
classes by learning patterns from the training data. Two supervised machine learning algorithms, Random
Forest and SVM, were implemented with the Python programming language and the scikit-learn library.

Random Forest

Random Forest is a widely used machine learning algorithm for classification and prediction, recognized
for its robust performance [40]. The algorithm constructs an ensemble of Decision Trees using different
subsets of the training data, enabling it to produce more accurate and robust predictions than a single
Decision Tree [41]. Random Forest increases the diversity among Decision Trees through bootstrap
sampling and random feature selection [20]. Bootstrap sampling randomly selects samples from the TF-
IDF feature matrix with replacement to generate a different training subset for each Decision Tree. As a
result, a sample may be selected multiple times, while others may not be included in a particular bootstrap
sample [42]. During the construction of each Decision Tree, Random Forest randomly selects a subset of
features at each node as candidates for splitting. The optimal feature is then determined using the Gini Index
criterion. The Gini Index measures the impurity of a node by estimating the probability of incorrectly
classifying a randomly selected sample. A lower Gini Index indicates a better split [43]. The Gini Index is
calculated using Equation (5), where (C) denotes the number of classes and p; represents the proportion of
samples belonging to the (i)-th class.

C
Gini(D) =1 — Z(pi)2 (5)

The predictions generated by individual Decision Trees are then aggregated using the majority voting
mechanism, as defined in Equation (6).

$ = mode{h,(x), h,(x), ..., hy (x)} (6)

The RandomForestClassifier class from the scikit-learn library was used to implement the Random Forest
model. The model was configured with n_estimators=100, criterion='gini', max_depth=None,
min_samples_split=2, class weight=None, max_features='sqrt’, and random_state=42. These settings
indicate that the maximum tree depth was not restricted and that no class weighting was applied during
model training.

Support Vector Machine (SVM)
SVM is a supervised machine learning algorithm that learns decision boundaries from training data for
classification tasks [44]. The algorithm operates by identifying the optimal hyperplane that separates
different classes within the feature space [45]. This hyperplane is selected to maximize the margin between
the closest data points from each class, known as support vectors. The general decision function of SVM is
expressed in Equation (7)

f@X)=wl-x+b (7)

where f(x) is the decision function, w is the weight vector, x is the feature vector, and b is the bias term.

The TF-IDF features generated in this study are represented in a high-dimensional feature space, where
linear decision boundaries are generally effective for separating sentiment classes. Therefore, the
LinearSVC implementation from the scikit-learn library was employed with C=1.0 to control the
regularization strength and class weight=None, as class imbalance was addressed using SMOTE. In
addition to providing strong classification performance, LinearSVC offers higher computational efficiency
than kernel-based SVM models. For multiclass classification, LinearSVC adopts the one-vs-rest strategy
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by constructing one binary classifier for each class using multi_class='ovr'. The final sentiment class is
determined by the highest decision function score, classifying Gen-Al reviews as negative, neutral, or
positive.

Model Evaluation

Model performance was assessed using the testing set, which was not involved in model training, to
evaluate the models' ability to classify previously unseen data [46]. A confusion matrix was employed as
the primary evaluation method because it provides a comprehensive assessment of classification
performance and is widely used for multiclass classification problems [47]. In this study, the confusion
matrix was used to evaluate three sentiment classes: negative, neutral, and positive. It compares the
predicted labels with the ground-truth labels and serves as the basis for calculating the evaluation metrics,
including accuracy, precision, recall, and F1-score. Accuracy measures the overall correctness of the model,
whereas precision, recall, and F1-score evaluate its performance for each sentiment class. Higher evaluation
metric values indicate better classification performance. The formulas for these evaluation metrics are
presented in Equations (8)—(11).

¢ CM;
Accuracy = oo % (8)
1 X5, CMy;
Precision — TP ©)
recision = p——p
Recall = —F (10)
G = TP+ FN

Fl_s _ 2 X Precision X Recall 11)
core = Precision + Recall

The accuracy metric in Equation (8) was computed using the multiclass confusion matrix formulation, as
this study involves three sentiment classes. For multiclass evaluation, precision, recall, and F1-score were
calculated for each class using the one-vs-rest (OvR) approach and subsequently summarized using macro
averaging and weighted averaging. Macro averaging assigns equal importance to each class by computing
the unweighted mean of the evaluation metrics, whereas weighted averaging accounts for the proportion of
samples in each class. In addition, balanced accuracy was reported as the average recall across all classes,
providing a more representative evaluation for imbalanced datasets.

Hyperparameter Configuration

The hyperparameter configurations used throughout the study, including the data splitting strategy, TF-IDF
feature extraction parameters, SMOTE configuration, and classification model hyperparameters, are
presented in Table 1 to support the reproducibility of the study.

Table 1. Hyperparameter Configuration

Stage Hyperparameter
test_size = 0.2
Data Splitting random_state = 42
stratify =y

ngram_range = (1,1)
Feature Extraction (TF-IDF)  max_df=0.95
min_df=35
k neighbors = 5
random_state = 42
sampling_strategy = auto
n_estimators = 100

SMOTE max_depth = None
max_features = sqrt
min_samples_split = 2
random_state = 42
C=1.0
kernel = linear

SVM (LinearSVC) multi_class = ovr

tol = 0.0001

max_iter= 1000
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RESULT AND DISCUSSION
Result
Data Preparation

The data preparation stage was conducted to prepare the dataset before feature extraction and sentiment
classification. This stage consisted of dataset characteristic analysis, text preprocessing, and sentiment

labeling.

Dataset Distribution

The dataset used in this study consists of 50,000 user reviews collected from five Gen-Al applications.
equal number of reviews (10,000 reviews or 20% of the total dataset),
resulting in a balanced distribution across applications and reducing potential bias toward any particular
application. However, the overall distribution of the Star Rating attribute is imbalanced. Five-star ratings
dominate the dataset with 28,414 reviews, whereas three-star ratings have the fewest reviews (3,003), as

Each application contributes an

presented in Table 2.

Table 2. Dataset Distribution

Rating
App 1 > 3 7 5 Total
ChatGPT 2085 397 599 1210 5709 10000
Claude 1980 570 724 1114 5612 10000
Google Gemini 2739 524 697 1039 5001 10000
Microsoft Copilot 1127 280 556 1235 6802 10000
Perplexity 3137 436 454 683 5290 10000

Total

11068 2207 3030 5281 28414 50000

Preprocessing Data

The Review Text attribute underwent text cleaning, followed by case folding, tokenization, stopword

removal, and lemmatization. The

preprocessing results are presented in Table 3.

Table 3. Preprocessing Result

Preprocessing

Result

Dataset

Cleansing

Case Folding

Tokenizing

Stopwords

Lemmatizing

"ChatGPT is an amazing app for anyone who wants quick answers,
creative ideas, and helpful guidance. It’s user-friendly, fast, and very
reliable. I use it daily for content creation and problem-solving. Great
experience overall!" & [ 4

ChatGPT is an amazing app for anyone who wants quick answers
creative ideas and helpful guidance Its user friendly fast and very
reliable I use it daily for content creation and problem solving Great
experience overall

chatgpt is an amazing app for anyone who wants quick answers creative
ideas and helpful guidance its user friendly fast and very reliable i use
it daily for content creation and problem solving great experience
overall

[chatgpt, is, an, amazing, app, for, anyone, who, wants, quick, answers,
creative, ideas, and, helpful, guidance, its, user, friendly, fast, and, very,
reliable, i, use, it, daily, for, content, creation, and, problem, solving,
great, experience, overall]

[chatgpt, amazing, anyone, wants, quick, answers, creative, ideas,
helpful, guidance, user, friendly, fast, reliable, use, daily, content,
creation, problem, solving, great, experience, overall]

[chatgpt, amaze, anyone, want, quick, answer, creative, idea, helpful,
guidance, user, friendly, fast, reliable, use, daily, content, creation,
problem, solve, great, experience, overall]

Sentiment Labeling

Sentiment labeling was performed using a practical rating-based labeling approach, where ratings of 1-2
were classified as negative, a rating of 3 classified as neutral, and ratings of 4-5 classified as positive. The

distribution of the sentiment labels is illustrated in Figure 2.
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Figure 2. Sentiment Class Distribution

The sentiment labeling results revealed an imbalanced class distribution among the three sentiment
categories. The positive class contained the largest number of reviews, with 33,695 instances, followed by
the negative class with 13,275 reviews, while the neutral class contained only 3,030 reviews. This
distribution indicates a substantial class imbalance, where the number of instances across sentiment classes
was not proportional.

Data Splitting and TF-IDF Result

After preprocessing, the dataset was split into training and testing sets using an 80:20 ratio, with 80% of
the data used for model training and the remaining 20% used for model testing. The training set consisted
of 40,000 reviews, comprising 26,956 positive reviews (67.38%), 2,424 neutral reviews (6.06%), and
10,620 negative reviews (26.55%). The testing set contained 10,000 reviews with the same class
distribution: 6,739 positive reviews (67.38%), 606 neutral reviews (6.06%), and 2,655 negative reviews
(26.55%), confirming that the stratified train-test split preserved the original class proportions.
Subsequently, TF-IDF feature extraction generated 5,589 features from the training data. These features
served as the numerical representation for sentiment classification using the Random Forest and SVM
models.

Experimental Scenarios

Two experimental scenarios were evaluated: the first without SMOTE and the second with SMOTE applied
to the training data for class imbalance handling. In the first scenario, the models were trained on the
original imbalanced training set, consisting of 26,956 positive reviews, 10,620 negative reviews, and 2,424
neutral reviews. After applying SMOTE, the training data became balanced, with each sentiment class
containing 26,956 samples. The resulting training data distributions for both scenarios are presented in
Figure 3.

Training Data Distribution Before SMOTE Training Data Distribution After SMOTE
30000 30000
26,956 26,956 26,956 26,956
25000 4 25000
) ]
£ 20000 £ 20000
E E
o L3
w w
%5 15000 % 15000
@ ]
o o
£ 10000 £ 10000
z z
5000 4 5000
0- ]
Positive Negative Neutral Positive Neutral Negative
Sentiment Class Sentiment Class

Figure 3. Distribution of Training Data Before and After SMOTE

Following model training, the performance of each model was evaluated using a confusion matrix, from
which the accuracy, precision, recall, and F1-score metrics were computed.
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Model Comparison

Random Forest Performance with and without SMOTE

The confusion matrices for the Random Forest model under both experimental scenarios are presented in
Figure 4. Without SMOTE, the model achieved the highest classification performance for the positive
sentiment class, correctly classifying 94.24% of positive reviews (6.351). For the negative class, 73.60%
of reviews (1.954) were correctly classified. In contrast, the model showed difficulty of correctly classify
any neutral reviews (0%). Instead, 58.25% of neutral reviews (353) were misclassified as positive, while
the remaining 41.75% (253) were misclassified as negative.

After applying SMOTE, the Random Forest model showed an improved ability to recognize the neutral
class, with the correct classification rate increasing to 3.96% (24). However, most neutral reviews were still
misclassified as positive (48.18%, 292 reviews) or negative (47.85%, 290 reviews). The classification
performance for the negative class also improved, with the proportion of correctly classified reviews
increasing to 77.74% (2.064 reviews). In contrast, the correct classification rate for the positive class
decreased from 94.24% to 89.26%, corresponding to 6.015 correctly classified reviews.

Confusion Matrix - Random Forest Without SMOTE Confusion Matrix - Random Forest With SMOTE
Negative 1954 0 701 Negative - 2064 30 561
] ]
2 3
< Neutral 253 0 353 2 Neutral 290 24 292
S 3
g =

Positive 387 1 Positive 627 97
Negative Neutral Positive Negative Neutral Positive
Predicted label Predicted label

Figure 4. Confusion Matrix of Random Forest Model With and Without SMOTE

As summarized in Table 4, the Random Forest model achieved an overall accuracy of 83% without
SMOTE. The best performance was observed for the positive sentiment class, with a precision of 0.86, a
recall 0f 0.94, and an F1-score of 0.90. In contrast, the neutral class obtained precision, recall, and F1-score
values of 0.00, indicating that the model was unable to correctly identify any neutral reviews due to the
severe class imbalance. After applying SMOTE, the overall accuracy decreased slightly to 81%. The
positive class achieved a precision of 0.88, a recall of 0.89, and an F1-score of 0.88. Meanwhile, the neutral
class showed improved performance, with the precision, recall, and F1-score increasing to 0.16, 0.04, and
0.06, respectively. These results indicate that SMOTE enabled the model to recognize a portion of the
neutral class, although its classification performance remained limited.

Table 4. Random Forest Classification Metrics
Evaluation Metrics

Model Accuracy  Precision  Recall Fl-score
. Negative 0.75 0.74 0.74
;X/‘Itg"T‘g Neutral 0.83 0.00 0.00 0.00
Positive 0.86 0.94 0.90
With Negative 0.69 0.78 0.73
SMOTE Negt_ral 0.81 0.16 0.04 0.06
Positive 0.88 0.89 0.88

SVM Performance with and without SMOTE

The confusion matrices for the SVM model under both experimental scenarios are presented in Figure 5.
Without SMOTE, the model correctly classified 92.98% of positive reviews (6.265) and 77.89% of negative
reviews (2.068). For the neutral class, only 3.30% of neutral reviews (20) were correctly classified, whereas
53.47% of neutral reviews (324) were misclassified as positive and 43.23% (262) were misclassified as
negative.
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After applying SMOTE, the SVM model showed a substantial improvement in recognizing the neutral
class, with the correct classification rate increasing to 30.53% (185 reviews). The proportion of
misclassified neutral reviews also decreased, with 31.85% (193 reviews) classified as positive and 37.62%
(228 reviews) classified as negative. However, this improvement was accompanied by a decline in the
classification performance of the positive and negative classes. The correct classification rate decreased to
80.69% of positive reviews (5.438) and 73.97% of negative reviews (1.964).

Confusion Matrix - SVM Without SMOTE Confusion Matrix - SVM With SMOTE

Negative 4 2068 30 557 Negative 1964 372 319
T T
s ]
o Neutral 4 262 20 324 o Neutral 228 185 193
] ]
= =

Positive 443 30 Positive 579 722
Negative Neutral Positive Negative Neutral Positive

Predicted label Predicted label

Figure 5. Confusion Matrix of SVM Model With and Without SMOTE

As summarized in Table 5, the SVM model achieved an overall accuracy of 84% without SMOTE. The
best performance was observed for the positive sentiment class, with a precision of 0.88, a recall of 0.93,
and an F1-score of 0.90. For the neutral class, the model obtained a precision of 0.25, a recall of 0.03, and
an Fl-score of 0.06, indicating that it was able to recognize only a small proportion of neutral reviews.
After applying SMOTE to address class imbalance, the overall accuracy decreased to 76%. The positive
class achieved a precision of 0.91, a recall of 0.81, and an F1-score of 0.86. In contrast, the neutral class
showed notable improvement, with the precision, recall, and F1-score increasing to 0.14, 0.31, and 0.20,
respectively. These results indicate that SMOTE substantially improved the model's ability to recognize
neutral reviews, although this improvement was accompanied by a reduction in overall classification
accuracy.
Table 5. SVM Classification Metrics

Evaluation Metrics

Model Accuracy  Precision  Recall Fl-score
. Negative 0.75 0.78 0.76
Sooo Newral 084 025 003 0.06
Positive 0.88 0.93 0.90
With Negative 0.71 0.74 0.72
SMOTE Nel_lt}ral 0.76 0.14 0.31 0.20
Positive 0.91 0.81 0.86

Comparison of All Experimental Scenarios

Table 6 presents a comparison of the performance of all models across the experimental scenarios using
the following metrics: Accuracy (Acc), Balanced Accuracy (B-Acc), Weighted Precision (W-Prec),
Weighted Recall (W-Rec), Weighted F1-score (W-F1), Macro Precision (M-Prec), Macro Recall (M-Rec),
and Macro F1-score (M-F1).

Table 6. Comparison of All Experimental Result

Experiment Acc B-Acc W-Prc W-Rec W-F1 M-Prec M-Rec M-F1
RF 0.83 0.56 0.78 0.83 0.80 0.54 0.56 0.55
RF + SMOTE 0.81 0.57 0.78 0.81 0.79 0.58 0.57 0.56
SVM 0.84 0.58 0.80 0.84 0.81 0.62 0.58 0.57
SVM + SMOTE 0.76 0.62 0.81 0.76 0.78 0.59 0.62 0.59

Based on the comparison of all experimental scenarios, the SVM model without SMOTE achieved the best
overall performance, with an accuracy of 0.84, a weighted recall of 0.84, and a weighted F1-score of 0.81.
The Random Forest model without SMOTE also demonstrated competitive performance, achieving an
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accuracy of 0.83, a weighted recall of 0.83, and a weighted F1-score of 0.80. After applying SMOTE, both
models exhibited a decline in overall accuracy and weighted evaluation metrics. The accuracy of the
Random Forest model decreased from 0.83 to 0.81, whereas the SVM model showed a more substantial
reduction from 0.84 to 0.76. Similarly, the weighted F1-score decreased from 0.80 to 0.79 for Random
Forest and from 0.81 to 0.78 for SVM.

In contrast, balanced accuracy and the macro evaluation metrics improved after applying SMOTE. For the
Random Forest model, balanced accuracy increased from 0.56 to 0.57, while the macro F1-score improved
from 0.55 to 0.56. A more pronounced improvement was observed for the SVM model, with balanced
accuracy increasing from 0.58 to 0.62 and the macro F1-score from 0.57 to 0.59.

Word Cloud Visualization
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Figure 6. Word Cloud Vlsuahzatlon

The word cloud provides a visual representation of the dominant terms across positive, negative, and neutral
Gen-Al user reviews. As shown in Figure 6, the dominant terms are primarily associated with users'
experiences and perceptions of Gen-Al application performance. In the positive sentiment class, words such
as “good”, “best”, “well”, “thank”, and “love” appear with high frequency, reflecting favorable user
opinions. In contrast, the negative sentiment class is characterized by words including “bad”, “don’t”,
“doesn’t”, “response”, and “limit” suggesting that many negative reviews are related to inaccurate
responses, technical issues, and user dissatisfaction with the provided services. Meanwhile, the neutral
sentiment class is dominated by terms such as “good”, “time”, “can’t”, “well”, and “answer” indicating
that neutral reviews contain a mixture of appreciative and critical expressions. Overall, the word cloud
visualization provides an intuitive overview of the vocabulary characteristics associated with each
sentiment class and complements the quantitative sentiment classification results.

EEINT

In addition to opinion-related words, the word cloud visualization also highlights the frequent occurrence
of Gen-Al application names across different sentiment classes. Terms such as “chatgpt”, “claude”, and
“copilot” frequently appear in the positive class, whereas “gemini”, “chatgpt”, and "perplexity” are
common in the negative class. In the neutral class, “gemini”, “claude”, and “chatgpt” are among the most
frequent terms. This finding indicates that users often mention application names explicitly when
expressing their opinions. Therefore, a more detailed analysis based on the App and Review Theme

attributes was conducted to identify the dominant review themes for each Gen-Al application.

Descriptive Analysis of User Sentiment Based on Application and Review Theme Visualization

As one of the novel contributions of this study, the review aspects receiving the greatest number of
complaints and positive feedback were further analyzed using the App and Review Theme attributes
available in the dataset. Their distributions are more clearly illustrated through the heatmaps presented in
Figures 7-9.
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Percentage of Positive Sentiment by App and Review Theme
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Figure 7. Heatmap of Positive Sentiment Distribution by Application and Review Theme

Percentage of Negative Sentiment by App and Review Theme
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Figure 8. Heatmap of Negative Sentiment Distribution by Application and Review Theme
Percentage of Neutral Sentiment by App and Review Theme
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Figure 9. Heatmap of Neutral Sentiment Distribution by Application and Review Theme

In the positive sentiment class, the General theme accounted for the highest proportion of reviews across
all applications, with the highest percentage observed for Microsoft Copilot (83.1%), followed by ChatGPT
(74.5%) and Claude (73.6%). An examination of representative reviews within the General theme indicates
that these positive reviews primarily reflect users' overall experiences with the applications rather than
discussing specific issues related to Accuracy/Logic Issues, Bugs/Performance, or Pricing/Subscription.
In contrast, the Accuracy/Logic Issues, Bugs/Performance, and Pricing/Subscription themes exhibited
relatively higher proportions of negative sentiment. Among the evaluated applications, Perplexity recorded
the highest percentage of negative reviews in all three themes, with 72.7% for Pricing/Subscription, 72.3%
for Accuracy/Logic Issues, and 67.0% for Bugs/Performance. Meanwhile, the neutral sentiment class
generally accounted for less than 16% of reviews across all applications and review themes, indicating a
relatively small proportion overall. This finding is consistent with the dataset distribution, in which neutral
reviews represent only a small fraction of the entire dataset.
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Discussion

Based on the evaluation and comparative analysis of the models, the SVM model without SMOTE achieved
the highest overall accuracy and weighted F1-score across all experimental scenarios. These results indicate
that SVM is more effective for classifying TF-IDF-based text representations, as it can construct an optimal
decision boundary in a high-dimensional and sparse feature space. SVM without SMOTE achieved the
highest overall accuracy and weighted F1-score, but its performance on the neutral class remained poor.
This finding indicates that the model's overall performance does not fully reflect its ability to recognize all
sentiment classes, particularly the minority class, as evidenced by the low recall and F1-score for neutral
sentiment.

In contrast, applying SMOTE to address class imbalance in the training data did not improve the overall
classification accuracy and instead reduced the accuracy of both models. Nevertheless, oversampling
improved the ability of both models to recognize the neutral sentiment class, as reflected by the higher
recall and macro Fl-score. These findings experimentally demonstrate the trade-off associated with
applying SMOTE to text classification models, where improvements in minority-class recognition are
achieved at the expense of overall classification performance.

The decrease in classification accuracy under the second experimental scenario is likely attributable to the
feature representation characteristics of the neutral sentiment class, which was the most difficult for the
models to learn. SMOTE operates in the numerical TF-IDF feature space rather than generating
linguistically valid textual reviews. Therefore, synthetic neutral vectors may overlap with positive and
negative feature regions. As a result, when the TF-IDF feature representations of neutral reviews are located
closer to those of the other sentiment classes, the generated synthetic samples may enlarge the overlap
between classes, making the decision boundaries less distinct and increasing prediction bias. This
interpretation is consistent with the confusion matrix results for both models, where most misclassifications
occurred in the neutral sentiment class, which was frequently predicted as either positive or negative. Table
7 presents examples of these misclassifications.

Table 7. Examples of Misclassification Neutral Reviews

Review True Label  Predicted Label Interpretation
this app 'is amazing bl}t sometimes it forgots Neutral Positive Contains strong positive wqrds
the previous information followed by a mild complaint
chatgpt is really good but for my imagination Dominated by positive
it's slow but its best A £ Neutral Positive expressions despite containing
criticism

i have been using it for some time. There

wasnt any issues until yesterday. i like the

app, but it's been stuck on telling me it's out Neutral Negative
of messages until 5 pm since yesterday.

Please fix it

Contains past positive experience
followed by multiple complaints

Contains both appreciation and
Neutral Negative dissatisfaction, with negative
expressions dominating

good but sametime it didn't get what I want
which annoyed me

In addition to comparing the performance of sentiment classification algorithms, this study provides a more
comprehensive understanding of user perceptions through an analysis of the Review Theme distribution
across five Gen-Al applications. The results indicate that positive reviews are predominantly associated
with the General theme, suggesting that most users express overall satisfaction with their experience rather
than commenting on specific aspects of the applications. In contrast, negative reviews are primarily related
to Accuracy/Logic Issues, Bugs/Performance, and Pricing/Subscription, indicating that these aspects
represent the main concerns reported by users. Meanwhile, neutral reviews are dominated by the
Bugs/Performance theme, suggesting that users often express both satisfaction and dissatisfaction with
application performance in a balanced manner. These findings provide practical implications for Gen-Al
application developers by highlighting the aspects that should be prioritized for improvement. Furthermore,
they demonstrate that 3-star reviews should not be overlooked, as they often contain constructive criticism
and suggestions that can support continuous application improvement.

Compared with the study by Nurhasanah ef al. [ 18], which used the same dataset, the present study achieved

a higher accuracy of 84% using the SVM algorithm, outperforming the 82% accuracy reported for the Naive
Bayes classifier. Furthermore, this study extends the previous work by not only evaluating overall
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classification accuracy but also investigating the effect of SMOTE on the models' ability to recognize the
minority class. The findings are also consistent with those reported by Imanuddin et al. [19] and Shobil et
al. [22] who demonstrated that SVM provides strong classification performance for high-dimensional
datasets by constructing an optimal hyperplane over TF-IDF feature representations while maintaining
computational efficiency. However, unlike several previous studies that reported improved classification
accuracy after applying SMOTE [23][24], the results of this study are consistent with those of Pambudi ez
al. [48] which showed that SMOTE may reduce overall classification accuracy despite producing a more
balanced prediction distribution for the minority class. Therefore, the effectiveness of SMOTE cannot be
generalized to all sentiment analysis tasks but should be evaluated in the context of the linguistic
characteristics of the review data.

A limitation of this study is the use of rating-based labeling to assign sentiment labels. This approach
assumes that user ratings accurately reflect the sentiment expressed in the review text, although
discrepancies between ratings and textual content may occur in practice. Neutral reviews frequently include
a mixture of positive and negative opinions, which complicates the classification process. This study is also
limited to a comparison of two traditional machine learning models, namely Random Forest and SVM.
Furthermore, the experimental results are based on a single stratified train—test split and were not supported
by statistical significance testing.

Future research may improve sentiment labeling by validating rating-based labels using lexicon-based
approaches such as VADER (Valence Aware Dictionary and sEntiment Reasoner) to enhance the
consistency between sentiment labels and review content. In addition, deep learning approaches, including
transformer-based models and word embedding techniques such as Word2Vec, BERT, and FastText, could
be explored to better capture semantic relationships and contextual information in review texts. Model
evaluation could also be strengthened through Stratified k-Fold Cross-Validation, repeated experiments
with multiple random seeds, and statistical significance testing using methods such as McNemar's test,
bootstrap, or confidence intervals. Finally, the effectiveness of alternative class imbalance handling
techniques, including Adaptive Synthetic Sampling (ADASYN), Random Oversampling (ROS),
Borderline-SMOTE, undersampling, class-weighted learning, and cost-sensitive SVM, should be compared
with SMOTE.

CONCLUSION

This study successfully classified user sentiments toward Gen-Al applications using the Random Forest
and SVM algorithms. A dataset consisting of 50,000 user reviews from ChatGPT, Microsoft Copilot,
Google Gemini, Perplexity, and Claude was categorized into three sentiment classes: positive, neutral, and
negative. The results demonstrate that both algorithms achieved strong classification performance, with
Random Forest attaining an accuracy of 83% and SVM achieving 84%. Based on the comparison of the
two experimental scenarios, SVM without SMOTE achieved the highest overall accuracy and weighted F1-
score, but its ability to identify neutral reviews remained limited. SMOTE improved the neutral-class recall
and Fl-score, especially for SVM, although it reduced overall accuracy. Therefore, the preferred model
depends on the evaluation objective: SVM without SMOTE is more appropriate when overall predictive
accuracy is prioritized, whereas SVM with SMOTE may be considered when improved neutral-class
detection is required. The results reveal a trade-off between overall classification performance and
minority-class recognition when SMOTE is used for imbalanced sentiment classification. Furthermore, the
findings may assist Gen-Al application developers in understanding user perceptions, recognizing areas for
improvement, and informing data-driven efforts to enhance application quality and services.
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