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Abstract.  

Purpose: Selecting optimal text-processing methods for sentiment analysis of digital financial application reviews, 

especially in Indonesian, is challenging. Previous studies have typically evaluated preprocessing techniques, feature 

engineering methods, and classification models in isolation, leaving the question of their optimal combination 

unresolved. This study aims to systematically determine the best pipeline for sentiment classification of DANA 

application reviews on the Google Play Store. 

Methods: A full factorial experimental design was employed, generating 24 combinations across four preprocessing 

configurations (no preprocessing, stopword removal, stemming, and stopword removal combined with stemming), 

three feature extraction methods (Bag of Words, TF-IDF, and N-gram), and two classifiers (Naive Bayes and Logistic 

Regression). A dataset of 57,115 Indonesian reviews, comprising 34,435 positive (60.3%) and 22,680 negative (39.7%) 

instances, was used, with labels based on user star ratings. 

Result: From the experimental results, it was found that the best setting is one that does not involve any pre-processing, 

the use of N-grams, and Logistic Regression, giving an F1-Score of 0.8772 and surpassing the baseline F1-Score by 

1.82 percent. Logistic Regression has been found to be significantly better than Naive Bayes using the Mann-Whitney 

U test (p=0.0001). Preprocessing and feature extraction independently had significant effects on model performance, 

as indicated by the Kruskal-Wallis test (p=0.0274 for preprocessing and p=0.0269 for feature extraction). N-gram was 

proven superior to TF-IDF in classifying the negative class based on the Wilcoxon Signed-Rank test (p=0.0039). 

However, preprocessing and feature extraction did not jointly exert a significant effect on model performance based on 

the Scheirer-Ray-Hare test (H=6.0117, p=0.3051), and no significant interaction effect was found between both factors 

(H=0.3683, p=0.9991), implying that both factors can be independently optimized.  

Novelty: This study contributes a systematic full factorial evaluation framework for Indonesian NLP pipelines in the 

fintech domain. Unlike previous studies that tested variables in isolation, this approach enables a fair and 

comprehensive comparison across method combinations, offering practitioners evidence-based guidance for sentiment 

analysis method selection. Future research may explore deep learning or large language model-based approaches to 

further improve classification performance. 
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INTRODUCTION 
The development of digital financial technology (fintech) in Indonesia has experienced significant growth 

in recent years. Digital wallet platforms such as GoPay, OVO, ShopeePay, and DANA have become the 

most popular payment methods among Indonesians, with usage penetration reaching 80% in 2025 [1]. This 

rapid growth has been driven by increasing internet penetration, the expansion of inclusive financial 

services, and post-pandemic shifts in consumer behavior toward digital transactions [2]. The high adoption 

of digital wallet applications generates millions of user reviews on the Google Play Store that serve as 

strategic information sources for developers to evaluate service quality, identify user complaints, and 

formulate feature development priorities [3]. 

 

Several studies have explored sentiment analysis on Indonesian digital application reviews using various 

approaches. Anggraini et al. [4] compared Naive Bayes and Logistic Regression using TF-IDF N-gram on 

Google Play Store reviews and found that Logistic Regression outperformed Naive Bayes with an F1-score 

of 87.91%; however, this study only tested a single preprocessing configuration and a single feature 
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extraction method. Syaputra et al. [5] classified sentiment from DANA, GoPay, and OVO digital wallet 

reviews using TF-IDF and Random Forest with SMOTE balancing, but did not systematically compare 

preprocessing variations. Fitriyanto and Purwanto [6] compared four classifiers (SVM, Logistic 

Regression, Naive Bayes, and KNN) using TF-IDF on DANA application reviews from the Google Play 

Store and found that Naive Bayes delivered the most stable performance with an accuracy of 79.80%; 

however, the study used only a single preprocessing configuration and a single feature extraction method 

without systematic comparison across variations. Ramadhan and Sugianto [7] classified sentiment from 

DANA application reviews on the Google Play Store using a Naïve Bayes Classifier on a dataset of 2,000 

reviews and achieved an accuracy of 86%; however, this study did not compare variations in preprocessing 

or feature extraction methods systematically. Sianipar and Devega [8] analyzed the sentiment of DANA 

and LinkAja reviews using Naive Bayes with only a single preprocessing configuration, without comparing 

alternative feature extraction methods. Munandar et al. [9] applied K-Nearest Neighbor to analyze 

sentiment in mobile banking application reviews, but focused solely on a single algorithm without feature 

variations. Nurian [10] tested Naïve Bayes on Google Play Store application reviews and demonstrated its 

effectiveness, yet without comparing different preprocessing configurations. Gerliandeva et al. [11] 

demonstrated that N-gram selection significantly affects sentiment classification accuracy when combined 

with TF-IDF and Naive Bayes, yet did not integrate preprocessing variations into the experimental design. 

 

These studies collectively reveal a significant gap in the literature: most existing works evaluate 

preprocessing techniques, feature extraction methods, and classification models in isolation or in limited 

combinations, making it impossible to determine their optimal joint configuration [12]. No study has 

systematically evaluated all 24 combinations from four preprocessing configurations, three feature 

extraction methods, and two classifiers simultaneously in the context of Indonesian fintech app reviews 

using a full factorial experimental design with rigorous statistical validation. Therefore, this research aims 

to determine the optimal sentiment analysis pipeline for DANA application reviews by employing a full 

factorial experimental design (4 preprocessing × 3 feature engineering × 2 models = 24 combinations), with 

statistical validation using Kruskal-Wallis, Mann-Whitney U, Wilcoxon Signed-Rank, and Scheirer-Ray-

Hare tests to assess the significance of each experimental factor. 

 

METHODS 

Research design 

This study employs a full factorial experiment design to evaluate the effect of combinations of three 

independent variables on sentiment classification performance, namely text preprocessing techniques with 

four levels (X1), feature extraction methods with three levels (X2), and classification models with two 

levels (X3), resulting in 4 × 3 × 2 = 24 experimental combinations executed systematically. This approach 

was selected because it enables the simultaneous evaluation of the main effect of each factor as well as the 

interaction effects between factors. As presented in Figure 1, the overall research workflow encompasses 

seven interconnected stages, ranging from data collection, sentiment labeling, basic preprocessing, 

application of the full factorial experiment design, data splitting, model evaluation, and statistical 

hypothesis testing (H1–H8) in order to determine the optimal treatment combination. 

 
Figure 1. Research flowchart 
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Dataset 

The dataset used in this study was sourced from Kaggle under the name dana_reviews_raw.csv, which 

contains user reviews of the DANA application on the Google Play Store in Indonesian [13]. Sentiment 

classification was done using the ratings. This means that ratings ranging between 4 to 5 stars were 

considered positive while those that were between 1 to 2 stars were considered negative. Rating of 3 stars 

was not taken into consideration due to neutrality [14], [15]. Out of a total of 60,856 initial records, 3,741 

reviews with a 3-star rating were eliminated, resulting in a final dataset of 57,115 reviews, consisting of 

34,435 positive reviews (60.3%) and 22,680 negative reviews (39.7%). 

 

To provide a concrete illustration of the data characteristics, examples of positive reviews in the dataset 

include "Aplikasi sangat membantu, transaksi cepat dan mudah digunakan" (The app is very helpful, 

transactions are fast and easy to use, rating 5★) and "Mantap banget, saldo langsung masuk tidak perlu 

nunggu lama" (Really great, balance is instantly credited without waiting long, rating 4★), while examples 

of negative reviews include "Saldo saya hilang tiba-tiba, sudah lapor tapi tidak ada respon dari cs" (My 

balance suddenly disappeared, I reported it but received no response from customer service, rating 1★) and 

"Kecewa banget, transfer gagal tapi saldo sudah terpotong" (Very disappointed, transfer failed but balance 

was already deducted, rating 1★). These samples reflect the typical characteristics of Indonesian-language 

review text, namely the widespread use of informal language, abbreviations, and spelling variations, as well 

as the dominance of negation words such as "tidak bisa" (cannot) and "tidak ada" (there is no) in negative 

reviews, which serve as the primary justification for employing N-gram as a feature extraction method in 

this study. 

 

As illustrated in Figure 2, exploratory data analysis was conducted to understand the fundamental 

characteristics of the dataset prior to the modeling process, covering three key aspects: sentiment class 

distribution, review length distribution in characters, and word count distribution per review. The class 

distribution analysis was performed to determine whether data balancing techniques such as SMOTE were 

required prior to model training, where the results revealed a moderate class imbalance (60.3% versus 

39.7%), indicating that additional balancing techniques were not necessary. The review length and word 

count distribution analysis was conducted to understand the linguistic characteristics of the text to be 

processed, where a median review length of 49 characters and a median of 8 words per review indicate that 

the majority of reviews are concise and succinct. These findings carry direct implications for the selection 

of feature extraction methods, as short and concise reviews dominated by negation words tend to lose 

meaningful context when represented solely by unigrams, thereby reinforcing the justification for 

employing N-gram (unigram+bigram), which is capable of capturing phrase patterns and negation context 

in Indonesian-language text. 

 
Figure 2. Exploratory data analysis ‘dana’ application reviews 

 

Text preprocessing 

The preprocessing stage aims to clean and normalize review text before it is extracted into numerical 

features [16]. Basic preprocessing applied across all experiments includes: converting text to lowercase 

(lowercasing), removal of URLs, punctuation, special characters, and numbers, as well as tokenization [17]. 

Subsequently, four preprocessing configurations were tested as variable X1, namely: (1) no additional 

preprocessing (No Prep), (2) stopword removal only using an Indonesian stopword list from NLTK [18], 

(3) stemming only using the PySastrawi library specifically designed for the Indonesian language [19], and 

(4) a combination of stopword removal and stemming (SW+Stem) [20]. The effect of these four 

configurations on model performance was evaluated empirically following the approach proposed by 

Artanto et al. [21]. 
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Feature extraction 

Three feature extraction methods were used as variable X2 [22]. First, Bag of Words (BoW) represents text 

as a vector of word occurrence frequencies using CountVectorizer [23]. Second, Term Frequency-Inverse 

Document Frequency (TF-IDF) assigns a weight to each word based on its frequency of occurrence in a 

document relative to the entire corpus using TfidfVectorizer [24]. Third, the N-gram (TF-IDF 

unigram+bigram) feature expansion is a method to extends the TF-IDF model using unigrams (single token 

features), n=1, and bigrams (word pairs), n=1–2, through the parameter ngram_range=(1,2). This helps the 

model understand context and negations that are typical of Indonesian-language reviews and can't be 

identified by unigram models alone  [25]. The maximum number of features (max features) was uniformly 

set to 10,000 across all feature extraction methods. To prevent data leakage, all vectorizers were fitted 

exclusively on the training data and subsequently applied (transform) to the test data without learning any 

word distribution from the test set, ensuring that the evaluation results reflect genuine model performance 

on previously unseen data. 

 

Classification models 

Two classification models were used as variable X3. First, Multinomial Naive Bayes (NB) was selected 

due to its efficiency in text classification and its ability to handle high-dimensional data [26]. This model 

operates by computing the conditional probability of each word given a sentiment class based on Bayes' 

theorem, where each feature is assumed to be independent of one another (naive assumption). Second, 

Logistic Regression (LR) was chosen as a comparative model because of its competitive performance in 

binary text classification tasks [27]. This model learns optimal weights for each feature through a sigmoid 

function that maps a linear combination of features to class probabilities. Both models were implemented 

using the Scikit-learn library with default parameters, except for the max_iter parameter in Logistic 

Regression, which was set to 1,000 to ensure convergence, and random_state=42 to ensure reproducibility 

[28]. The workflow of both classification models from feature input to sentiment prediction output is 

presented in Figure 3. 

 
Figure 3. Classification model workflow naive bayes and logistic regression 

 

Data splitting 

The dataset was partitioned into training and test sets at an 80:20 ratio using stratified sampling to preserve 

class proportions across both subsets, with random_state=42 consistently applied to both the 

train_test_split() function and the Logistic Regression model initialization to ensure reproducibility [29]. 

The split was performed once and applied consistently across all 24 experiments to ensure the comparability 

of results. It should be explicitly noted that the 24 F1-score values reported in Table 2 are the results of 

single-run evaluation on the test set (20%) with a fixed random_state=42, not averages derived from 5-fold 
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cross-validation. The samples used in statistical hypothesis testing (H1–H4, H6–H8) were formed by 

regrouping the F1-score values from the 24 single-run experiments according to the factor under 

examination. For instance, to test the effect of preprocessing (H2), the 24 F1-score values were grouped 

into four subsets based on preprocessing configuration (No Prep, Stopword, Stemming, SW+Stem), each 

consisting of six values derived from the combination of three feature extraction methods and two 

classification models. The one-shot design with a predetermined random state was intentionally chosen to 

reduce variability and thus ensure that any differences in the F1 scores between the groups were due to the 

factor manipulation. As a separate additional validation from the primary evaluation, 5-fold cross-validation 

was conducted on a selected subset of experiments solely to confirm model performance stability and 

generalizability, and its resulting values were not used as the source of F1-score values in Table 2 nor as 

samples in the statistical hypothesis tests.  

 

Model evaluation 

Model performance was evaluated using four metrics: accuracy, precision, recall, and F1-score (macro 

average) [30]. Accuracy measures the overall proportion of correct predictions, precision measures the 

exactness of positive predictions, and recall measures the model's ability to detect all actual positive 

instances. The F1-score was selected as the primary evaluation metric because it provides a balance between 

precision and recall and is more robust to class imbalance [31]. All four metrics were computed using the 

macro average approach, which assigns equal weight to each class regardless of the number of samples per 

class, ensuring that performance on the minority class (negative, 39.7%) receives equal consideration to the 

majority class (positive, 60.3%). 

 

Statistical hypothesis testing 

To statistically validate the significance of each experimental factor, eight hypotheses were formulated and 

tested using non-parametric statistical methods as data distribution was not assumed to be normal [32], 

namely: (H1) preprocessing and feature engineering jointly exert a significant effect on model performance; 

(H2) preprocessing significantly affects model performance; (H3) feature engineering significantly affects 

model performance; (H4) there is a significant performance difference between Naive Bayes and Logistic 

Regression; (H5) the best parameter combination can be identified through experimentation; (H6) there is 

a significant interaction effect between preprocessing and feature engineering; (H7) stopword removal 

produces better performance than stemming; and (H8) N-gram produces a higher negative class F1-score 

compared to TF-IDF. The Scheirer-Ray-Hare test was used to evaluate the joint effect of preprocessing and 

feature extraction on model performance (H1) as well as the interaction effect between both factors (H6) 

[33]. The Kruskal-Wallis test was used to assess the independent main effects of preprocessing (H2) and 

feature extraction (H3) on F1-score [34]. The Mann-Whitney U test was used to compare the performance 

between Naive Bayes and Logistic Regression (H4) and to assess the marginal effect of stopword removal 

compared to stemming (H7) [35]. H5 was verified descriptively by identifying the experimental 

combination that produced the highest F1-score among all 24 full factorial combinations. The Wilcoxon 

Signed-Rank test was used to compare N-gram and TF-IDF for negative class classification (H8) [36]. All 

statistical tests were conducted at a significance level of α = 0.05. 

 

RESULT AND DISCUSSION 

Labeling results and dataset distribution 

The sentiment labeling process produced a final dataset of 57,115 reviews after eliminating 3,741 neutral-

rated reviews (3 stars). The class distribution is presented in Table 1. The class imbalance of 60.3% against 

39.7% is moderate, hence manageable through machine learning algorithms without need for balance 

measures, similar to findings that moderate class imbalances in large datasets may not significantly benefit 

from sampling methods like SMOTE [37]. 

 

Table 1.  Sentiment class distribution. 

Class Count Percentage 

Positive (4–5★ Rating) 34,435 60.3% 

Negative (1–2★ Rating) 22,680 39.7% 

Neutral/Removed (3★ Rating) 3,741 — 

Final Total 57,115 100% 
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Full factorial experiment results 

All 24 experimental combinations were successfully executed and evaluated. Table 2 presents the complete 

results of all experiments, ranked in descending order by F1-score. The obtained F1-scores ranged from 

0.8590 to 0.8772, indicating that all configurations achieved relatively strong classification performance. 

Nevertheless, the variation in F1-scores suggests that the choice of preprocessing technique, feature 

extraction method, and classification algorithm still influenced the overall model performance. 

 

Table 2. Complete results of 24 full factorial experiments 

Exp Preprocessing Feature Extraction Model Accuracy Precision Recall F1-Score 

6 No Preprocessing N-gram Logistic Regression 0.8528 0.8826 0.8719 0.8772 

18 Stemming N-gram Logistic Regression 0.8525 0.8827 0.8711 0.8769 

16 Stemming TF-IDF Logistic Regression 0.8484 0.8753 0.8728 0.8741 

4 No Preprocessing TF-IDF Logistic Regression 0.8475 0.8749 0.8716 0.8733 

2 No Preprocessing Bag of Words Logistic Regression 0.8397 0.8487 0.8934 0.8705 

14 Stemming Bag of Words Logistic Regression 0.8384 0.8466 0.8940 0.8696 

24 Stopword Removal + Stemming N-gram Logistic Regression 0.8429 0.8705 0.8686 0.8695 

12 Stopword Removal N-gram Logistic Regression 0.8422 0.8704 0.8676 0.8690 

10 Stopword Removal TF-IDF Logistic Regression 0.8412 0.8661 0.8714 0.8687 

22 Stopword Removal + Stemming TF-IDF Logistic Regression 0.8388 0.8631 0.8708 0.8669 

1 No Preprocessing Bag of Words Naive Bayes 0.8414 0.8841 0.8481 0.8657 

8 Stopword Removal Bag of Words Logistic Regression 0.8317 0.8352 0.8979 0.8654 

13 Stemming Bag of Words Naive Bayes 0.8398 0.8802 0.8500 0.8648 

5 No Preprocessing N-gram Naive Bayes 0.8436 0.9040 0.8287 0.8647 

20 Stopword Removal + Stemming Bag of Words Logistic Regression 0.8296 0.8327 0.8976 0.8640 

17 Stemming N-gram Naive Bayes 0.8423 0.9011 0.8295 0.8638 

15 Stemming TF-IDF Naive Bayes 0.8393 0.8910 0.8356 0.8624 

3 No Preprocessing TF-IDF Naive Bayes 0.8393 0.8931 0.8332 0.8621 

11 Stopword Removal N-gram Naive Bayes 0.8364 0.8780 0.8462 0.8618 

23 Stopword Removal + Stemming N-gram Naive Bayes 0.8348 0.8745 0.8477 0.8609 

19 Stopword Removal + Stemming Bag of Words Naive Bayes 0.8317 0.8587 0.8628 0.8607 

7 Stopword Removal Bag of Words Naive Bayes 0.8315 0.8611 0.8590 0.8601 

21 Stopword Removal + Stemming TF-IDF Naive Bayes 0.8333 0.8717 0.8484 0.8599 

9 Stopword Removal TF-IDF Naive Bayes 0.8324 0.8714 0.8470 0.8590 

 

The heatmap for the F1-score for all 24 configurations is shown in Figure 4. The best configuration varied 

from one classifier to another. For the Naive Bayes classifier, the best F1-score was obtained from the 

configuration without prepocessing and Bag of Words (0.8657), while for the Logistic Regression classifier, 

the best F1-score was obtained from the configuration without preprocessing and N-gram (0.8772). 

 

The difference in optimal configurations between both models indicates that Naive Bayes is more sensitive 

to simple frequency-based features (BoW), while Logistic Regression is able to more effectively leverage 

the richer contextual information provided by N-gram. Furthermore, Logistic Regression consistently 

outperformed Naive Bayes across nearly all preprocessing and feature extraction configurations tested. 

 

 
Figure 4. F1-score heatmap: preprocessing × feature engineering 
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These findings are further reinforced by Figure 5, which compares four evaluation metrics: accuracy, 

precision, recall, and F1-score across all 24 experiments, wherein Logistic Regression consistently achieved 

higher recall, while Naive Bayes tended to produce higher precision, with the best-performing experiment 

in each model highlighted by a light green area. 

 

 
Figure 5. Evaluation metrics comparison per experiment (full factorial 24 combinations) 

 

Optimal combination and performance analysis 

The best combination from 24 experiments was Experiment #6: No Preprocessing + N-gram + Logistic 

Regression with an F1-score of 0.8772, surpassing the baseline (Experiment #9: Stopword + TF-IDF + 

Naive Bayes, F1=0.8590) by +1.82%, a finding consistent with Aryanusa et al. [38] that Logistic Regression 

substantially outperforms Naive Bayes on sentiment classification tasks for Indonesian-language mobile 

application reviews, while the superiority of N-gram as the best-performing feature extraction method can 

be attributed to its ability to capture phrase context and negation patterns in text such as "tidak bagus" or 

"kurang memuaskan" that cannot be captured by unigram BoW or standard TF-IDF [39],[40]. 

 

A particularly noteworthy finding is that the configuration without additional preprocessing (No Prep) 

yielded the best performance, indicating that for large-scale Indonesian-language application review 

datasets, the lexical information removed by stopword removal and stemming actually contributes to 

sentiment feature discrimination, consistent with Pradana and Hayaty [41] who reported that the application 

of stemming and stopword removal does not significantly improve sentiment analysis accuracy on 

Indonesian text and in fact tends to reduce it, as further confirmed by the confusion matrix in Figure 6 

showing that the model successfully classified 6,005 positive reviews correctly (True Positive) and 3,737 

negative reviews correctly (True Negative) with 882 False Negative cases and 799 False Positive cases, 

wherein the slightly higher False Negative rate indicates that the model more frequently misclassified 

positive reviews as negative, likely due to positive reviews containing partially negative phrases. 

 

 
Figure 6. Confusion matrix experiment #6 (best) 

 

Figure 7 and Figure 8 present word cloud visualizations of positive and negative reviews in the DANA 

dataset, where the size of each word proportionally represents its frequency of occurrence within each 

respective class. The word "dana" dominates both classes, yet a striking vocabulary contrast is evident as 

(Figure 7) is dominated by words such as "sangat" (very), "membantu" (helpful), "mudah" (easy), "mantap" 

(great), and "cepat" (fast), reflecting user satisfaction with the ease of use and speed of service, while 
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(Figure 8) is dominated by "tidak" (not), "saldo" (balance), "akun" (account), "hilang" (missing), "gagal" 

(failed), and "kecewa" (disappointed), reflecting user complaints primarily centered on transaction failures, 

balance loss, and account access problems. The dominance of negation words "tidak" and "gak" in (Figure 

8) that are virtually absent in (Figure 7) reinforces the argument that N-gram, which is capable of capturing 

negation patterns, represents the most appropriate feature extraction method for this dataset, as confirmed 

by the H8 test result (p=0.0039). 

 

 
Figure 7. Word cloud of positive reviews 

 
Figure 8. Word cloud of negative reviews 

 

Further analysis through Figures 9 and 10 reveals that the word "dana" dominates both the positive class 

(14,543) and negative class (15,470), with words such as "bagus", "membantu", and "mantap" reflecting 

key aspects of user satisfaction in the positive class, while the high frequency of "tidak" (8,292), "saldo" 

(4,175), "akun" (4,067), and "hilang" in the negative class reflects primary user complaints related to 

transaction failures, balance issues, and account access problems.  

 

 
Figure 9. Top 20 highest frequency words 

positive class 

 
Figure 10. Top 20 highest frequency words 

negative class 

 

Figure 11 presents the 20 most influential features (words/phrases) in the best Logistic Regression model 

(Experiment #6: No Prep + N-gram + Logistic Regression) based on LR coefficient values, where the top 

positive sentiment drivers include "mantap" (6.013), "bagus" (5.313), "mudah" (4.816), and the bigram 

"sangat membantu" (3.975), reflecting aspects of user satisfaction related to ease of use, speed, and service 

reliability of the DANA application, while the top negative sentiment drivers include "buruk" (−5.780), 

"tidak" (−5.609), "saldo" (−4.649), and "kecewa" (−4.029), which predominantly reflect user complaints 

related to transaction failures and balance issues, with the presence of bigrams "sangat membantu" and 

"sangat tidak" in the list of influential features confirming the superiority of N-gram in capturing phrase 

context and negation patterns that cannot be captured by unigram representations, simultaneously 

explaining why the No Prep + N-gram + LR combination yielded the best performance among all 24 

experiments. Figure 12 presents the 20 most influential features in the best Naive Bayes model (Experiment 

#1: No Prep + BoW + Naive Bayes) based on log probability ratio P(word|positive)/P(word|negative) 

values, where positive sentiment drivers are dominated by informal satisfaction expressions such as "best" 

(5.158), "mantap" (5.010), "good" (4.671), "jos" (4.571), and various spelling variations of "mantap" such 

as "mantep", "mantab", "mantappp", and "mantaap", reflecting the informal writing characteristics of 
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Indonesian-language users on digital review platforms, while negative features are dominated by profanity 

and extreme disappointment expressions.  

 

The difference in feature characteristics between Naive Bayes (Figure 12) and Logistic Regression (Figure 

11) reflects the difference in learning mechanisms between the two models, wherein Naive Bayes relies on 

independent word occurrence frequencies making it susceptible to informal spelling variations, while 

Logistic Regression learns feature weights discriminatively and produces more semantically meaningful 

features, further explaining why Logistic Regression is statistically superior to Naive Bayes across all 

experimental configurations (p=0.0001). 

 

 
Figure 11. Top 20 most influential features  

experiment #6 (best lr model) 

 
Figure 12. Top 20 most influential features 

experiment #1 (best nb model) 

 

While Figure 13 reveals that reviews misclassified as False Negatives have a substantially higher median 

length (86 characters) compared to correct predictions (46 characters), indicating that longer and more 

complex reviews tend to be more difficult for the model to classify correctly. 

 

 
Figure 13. Review Length Distribution: Correct Predictions, False Positives, and False Negatives 

Experiment #6 

 

Average F1-score comparison per factor 

Table 3 summarizes the average F1-scores across each level of the three experimental factors. 

 

Table 3. Average F1-score per factor level 

Factor Level Average F1-Score 

Preprocessing (X1) No Preprocessing 0.8742 

 Stopword Removal 0.8676 

 Stemming 0.8738 

 Stopword Removal + Stemming 0.8657 

Feature Extraction (X2) Bag of Words (BoW) 0.8651 

 TF-IDF 0.8658 

 N-gram 0.8680 

Model (X3) Naive Bayes 0.8622 

 Logistic Regression 0.8704 

 

Logistic Regression consistently produced a higher average F1-score (0.8704) compared to Naive Bayes 

(0.8622) across all 12 experiments each. This difference is consistent with the findings of Monica dan 
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Purwanto [42], who compared multiple classifiers on Indonesian-language application reviews, although 

that study did not systematically isolate the effect of preprocessing. 

 

As presented in Figure 14 through an individual effect analysis of each independent variable on the average 

F1-score, the left panel shows that the application of stopword removal reduced the average F1-score by 

0.0049 compared to no stopword removal, the middle panel indicates that stemming had a marginal effect 

approaching zero (−0.0003), while the right panel confirms that N-gram yielded the highest average F1-

score for both models, reinforcing the superiority of bigram-based feature extraction methods on 

Indonesian-language review datasets. 

 

 
Figure 14. Individual effect of each variable on F1-score 

 

Statistical hypothesis testing results (H1–H8) 

Table 4 presents a summary of the eight hypothesis test results. 

 

Tabel 4. Summary of statistical hypothesis testing results H1–H8 

Hypothesis Statement Test Method Statistic p-value Decision 

H1 Joint effect of preprocessing and feature 

engineering on model performance 

Scheirer-Ray-Hare H = 6.0117 0.3051 ❌ Fail to 

Reject H₀ 

H2 Preprocessing significantly affects model 
performance 

Kruskal-Wallis H = 9.1486 0.0274 ✅ Reject H₀ 

H3 Feature engineering significantly affects model 

performance 

Kruskal-Wallis H = 7.2329 0.0269 ✅ Reject H₀ 

H4 Naive Bayes and Logistic Regression differ 

significantly in performance 

Mann-Whitney U U = 4.0000 0.0001 ✅ Reject H₀ 

H5 The optimal parameter combination can be 
identified through experimentation 

Descriptive Analysis — — ✅ Confirmed 

H6 The interaction effect between preprocessing 

(X1) and feature engineering (X2) is significant 

Scheirer-Ray-Hare H = 0.3683 0.9991 ❌ Fail to 

Reject H₀ 

H7 Stopword removal outperforms stemming 

(marginal effect) 

Mann-Whitney U U = 0.0000 1.0000 ❌ Fail to 

Reject H₀ 

H8 N-gram outperforms TF-IDF for the negative 

sentiment class 

Wilcoxon Signed-

Rank 

W = 36.0000 0.0039 ✅ Reject H₀ 

 

H1 failed to be rejected based on the Scheirer-Ray-Hare test (H=6.0117, p=0.3051), indicating that 

preprocessing and feature engineering did not jointly exert a significant effect on model performance, 

implying that the contribution of both factors is independent and does not produce a synergistic effect when 

combined. H2 was successfully rejected based on the Kruskal-Wallis test (H=9.1486, p=0.0274), 

confirming that preprocessing independently exerted a significant effect on model performance. H3 was 

also successfully rejected based on the Kruskal-Wallis test (H=7.2329, p=0.0269), confirming that the 

feature extraction method independently exerted a significant effect on model performance. H4 was 

successfully rejected based on the Mann-Whitney U test (U=4.0000, p=0.0001), revealing a highly 

significant performance difference between Logistic Regression and Naive Bayes, statistically confirming 

the superiority of Logistic Regression and reinforcing the findings of Palomino & Aider [43], who 

demonstrated that classifier selection significantly influences sentiment analysis model performance on 

Indonesian-language text. H5 was confirmed descriptively, where the best combination among all 24 full 
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factorial experiments was successfully identified as No Prep + N-gram + Logistic Regression, achieving 

the highest F1-score of 0.8772 and surpassing the baseline by 1.82%. 

 

Conversely, H6 failed to be rejected based on the Scheirer-Ray-Hare test (H=0.3683, p=0.9991), indicating 

the absence of a significant interaction effect between preprocessing and feature extraction, implying that 

the effect of each preprocessing technique is consistent and additive across all feature extraction methods, 

thereby allowing independent optimization of both factors. H7 also failed to be rejected based on the one-

sided Mann-Whitney U test (U=0.0000, p=1.0000), demonstrating that stopword removal did not produce 

a greater F1-score improvement than stemming, with both techniques tending to reduce performance 

compared to no preprocessing, consistent with findings by Hadwan et al. [44], who confirmed that 

preprocessing techniques do not consistently improve performance in sentiment classification. 

 

H8 was successfully rejected based on the Wilcoxon Signed-Rank test (W=36.000, p=0.0039), proving that 

N-gram significantly outperformed unigram TF-IDF in negative class classification, attributed to N-gram's 

capacity to capture negation phrases such as "tidak bisa" (cannot), "tidak mau" (will not), and "tidak pernah" 

(never), which frequently appear in negative Indonesian-language reviews but are lost when using only 

unigrams [45]. 

 

As presented in Figure 15, the nearly parallel lines in both panels of the interaction plot between 

preprocessing and feature engineering variables confirm the absence of a significant interaction effect 

(p=0.9991), indicating that the influence of each preprocessing technique is consistent and additive across 

all tested feature extraction methods. 

 

 
Figure 15. Interaction plot: preprocessing × feature engineering 

 

Figure 16 further illustrates the H7 hypothesis testing results, where the left panel shows that stopword 

removal consistently reduced F1-score (mean delta = −0.0049) while stemming had a near-zero effect, and 

the right panel reveals that stopword removal exerted the greatest negative impact on N-gram (−0.0053), 

suggesting that the removal of stopwords eliminates important contextual information needed by N-gram 

to capture phrase patterns.  

 

 
Figure 16. Marginal effect comparison of stopword removal and stemming 
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Figure 17 presents the H8 hypothesis testing results comparing N-gram and TF-IDF performance 

specifically for negative class classification, where all 8 green lines in the paired comparison panel point 

upward from TF-IDF to N-gram, confirming that N-gram consistently achieved higher F1-scores across all 

experimental pairs, with the right panel numerically confirming this superiority through a mean negative 

class F1-score of 0.8076 for N-gram compared to 0.8018 for TF-IDF (p=0.0039).  

 

 
Figure 17. Negative class F1-score comparison: N-gram vs TF-IDF 

 

Finally, Figure 18 displays the ROC curves of all 24 experiments, wherein the best Logistic Regression 

experiment (Exp #6: No Prep + N-gram) achieved the highest AUC of 0.929 and the best Naive Bayes 

experiment (Exp #5: No Prep + N-gram) reached an AUC of 0.920, with all experiments yielding AUC 

values above 0.890, indicating strong discriminative capability across all tested combinations. 

 

 
Figure 18. ROC curve all 24 full factorial experiments 

 

Research implications 

The findings of this study carry practical implications for developers of sentiment analysis systems for 

Indonesian-language fintech applications. First, the use of Logistic Regression with N-gram and no 

additional preprocessing is confirmed as the most optimal configuration and can be directly adopted as an 

efficient baseline pipeline [46]. Second, intensive preprocessing is unnecessary for large-scale Indonesian 

app review datasets, significantly reducing computational overhead [47]. Third, the absence of interaction 

effects between preprocessing and feature extraction (H6) simplifies system optimization, as both factors 

can be independently tuned without concern for confounding interactions. Future research may explore 

transformer-based models such as IndoBERT to further improve classification performance on Indonesian-

language fintech reviews. 
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As illustrated in Figure 19, 5-fold cross-validation  was conducted as a separate additional validation from 

the primary single-run evaluation that produced the F1-score values reported in Table 2, solely to confirm 

model performance stability and generalizability. The resulting F1-score distribution reveals narrow value 

ranges across all boxplots, where the left panel depicts the effect of preprocessing on Logistic Regression 

and Naive Bayes using TF-IDF while the right panel shows the effect of feature extraction methods using 

the SW+Stem configuration. These narrow value ranges indicate that both models exhibit low variance and 

stable performance across folds, thereby confirming that the single-run evaluation results in Table 2 are not 

artifacts of any particular data split, but rather reflect consistent and reliable model performance.  

 

 
Figure 19. F1-score distribution 5-fold cross-validation 

 

Figure 20 further presents the learning curves of the best-performing model from each classifier, wherein 

for both models the training score and validation score curves converge as the amount of training data 

increases, indicating the absence of significant overfitting or underfitting symptoms, although Logistic 

Regression demonstrates a slightly larger gap between the training score (~0.92) and validation score 

(~0.87), this gap narrows as data increases, confirming the model's good generalization capability. 

 

 
Figure 20. Learning curve best naive bayes and logistic regression models 

 

CONCLUSION 

This study successfully demonstrated that the joint selection of text preprocessing configuration, feature 

extraction method, and classification model significantly influences sentiment analysis performance on 

Indonesian-language DANA application reviews, as statistically confirmed by the Kruskal-Wallis test 

(p=0.0274). Among all 24 systematically executed full factorial experimental combinations, the optimal 

pipeline was identified as no additional preprocessing, N-gram as the feature extraction method, and 

Logistic Regression as the classifier, achieving the highest F1-score of 0.8772 and surpassing the baseline 

by 1.82%. Logistic Regression was statistically proven superior to Naive Bayes across all configurations 

based on the Mann-Whitney U test (p=0.0001), while N-gram significantly outperformed unigram TF-IDF 

in negative sentiment classification based on the Wilcoxon Signed-Rank test (p=0.0039), owing to its 

capacity to capture phrase context and negation patterns in Indonesian text. A further critical finding was 

the absence of a significant interaction effect between preprocessing and feature extraction based on the 

Scheirer-Ray-Hare test (p=0.9991), implying that both factors can be independently optimized in sentiment 

analysis system development. This research contributes a systematic full factorial evaluation framework 

that can be adopted by researchers and practitioners as evidence-based guidance for selecting optimal 
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sentiment analysis pipelines for Indonesian-language fintech applications. Nevertheless, this study 

acknowledges several limitations that warrant consideration: the dataset was sourced exclusively from a 

single platform (Google Play Store), limiting the generalizability of results to other platforms such as the 

App Store; sentiment labeling was performed automatically based on star ratings without manual 

verification, potentially introducing inaccurate labels for ambiguous reviews; the experiments were 

restricted to two traditional machine learning classifiers, thus not reflecting the potential of deep learning 

or transformer-based models; and the N-gram implementation was limited to bigrams (n=1–2), leaving 

trigrams and higher-order n-gram combinations unexplored. For future research, it is recommended to 

explore transformer-based models such as IndoBERT or RoBERTa pretrained on Indonesian corpora, 

integrate data augmentation techniques to address more extreme class imbalances, extend the dataset to 

include reviews from additional platforms such as the App Store, and apply manual or semi-automatic 

sentiment labeling to improve data quality and model generalizability. 
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